RECONSTRUCTING PATTERNS OF RETICULATE EVOLUTION IN PLANTS

C. RANDAL LINDE\textsuperscript{2,4} AND LOREN H. RIESEBERG\textsuperscript{3}

\textsuperscript{2}Section of Integrative Biology and the Center for Computational Biology and Bioinformatics, University of Texas–Austin, 1 University Station—A6700, Austin, Texas 78712 USA; and \textsuperscript{3}Department of Biology, Jordan Hall, Indiana University, Bloomington, Indiana 47405 USA

Until recently, rigorously reconstructing the many hybrid speciation events in plants has not been practical because of the limited number of molecular markers available for plant phylogenetic reconstruction and the lack of good, biologically based methods for inferring reticulation (network) events. This situation should change rapidly with the development of multiple nuclear markers for phylogenetic reconstruction and new methods for reconstructing reticulate evolution. These developments will necessitate a much greater incorporation of population genetics into phylogenetic reconstruction than has been common. Population genetic events such as gene duplication coupled with lineage sorting and meiotic and sexual recombination have always had the potential to affect phylogenetic inference. For tree reconstruction, these problems are usually minimized by using uniparental markers and nuclear markers that undergo rapid concerted evolution. Because reconstruction of reticulate speciation events will require nuclear markers that lack these characteristics, effects of population genetics on phylogenetic inference will need to be addressed directly. Current models and methods that allow hybrid speciation to be detected and reconstructed are discussed, with a focus on how lineage sorting and meiotic and sexual recombination affect network reconstruction. Approaches that would allow inference of phylogenetic networks in their presence are suggested.

\textbf{Key words:} gene tree/species tree; hybrid speciation; phylogenetics; polyploidy; population genetics; recombination.

Phylogenetic trees are the main tool for representing evolutionary relationships among biological entities at the level of species and above. Biologists, mathematicians, statisticians, and computer scientists have developed a variety of methods for reconstructing these events, with the usual model being a phylogenetic tree. Over the last 30 years, biologists have come to embrace reconstruction of phylogenetic trees as a major research goal (Hillis, 1997; Huelsenbeck et al., 1997; Felsenstein, 2001) with the ultimate aim of inferring the evolutionary relationships of all of the extant and, whenever possible, fossil species on the earth (Solís and Solís, 2001; Bininda-Emonds et al., 2002; Watanabe, 2002).

Phylogenetics, because it reflects the history of transmission of life’s genetic information, has unique power to organize our knowledge of diverse organisms, genomes, and molecules beyond merely providing the order and timing of speciation events. A reconstructed phylogeny helps guide interpretation of the evolution of organismal characteristics, providing hypotheses about the lineages in which traits arose and under what circumstances, thus playing a vital role in studies of adaptation and evolutionary constraints (e.g., Felsenstein, 1985; Maddison, 1990; Martins, 1995; Liberles et al., 2001; Merritt and Quattro, 2001). Phylogenetic trees also help elucidate patterns and dynamics of speciation and, to some extent, extinction when fossil data are available (Futuyma, 1998; Carroll et al., 2001).

In the second half of the twentieth century, trees were inferred primarily from morphological characters, but in the last decade or so, DNA sequences have become the primary data for phylogenetic inference. DNA sequences have a number of advantages in phylogenetic reconstruction, but they are not without their problems. Points of strength include presence in nearly all organisms, a near perfect guarantee that sequence information is heritable, an abundant set of characters for reconstruction, sequences that evolve at different rates, and good models of sequence evolution for use in reconstruction. On the negative side are potential problems with paralogous sequences, aligning sequences so that positional homology of individual nucleotides is maintained, and the limited number of character states for nucleotides (Hillis et al., 1996; Moritz and Hillis, 1996). Usually these problems can be dealt with, mostly by careful selection of molecules that evolve at appropriate rates and that are either uniparentally inherited or that are known or assumed to undergo rapid concerted evolution. Nonetheless, the green-plant clade of the tree of life has some special characteristics relative to most of the animal and fungal clades that bring some of these problems to the fore and that demand our attention if we are to correctly infer relationships among plants. In particular, the evolutionary history of plants is not really a tree at all for some taxa. Rather it is a network, in which there have been a large number of reticulate evolutionary events, especially hybrid speciation, both polyploid and diploid (Stebbins, 1950; Grant, 1981; Arnold, 1997; Otto and Whitton, 2000). As Ford Doolittle (1999, p. 2124) wrote, “Molecular phylogeneticists will [fail] to find the ‘true tree’, not because their methods are inadequate or because they have chosen the wrong genes, but because the history of life cannot properly be represented as a tree.”

Routine reconstruction of hybrid speciation in the manner of phylogenetic trees—for example, (1) searches of alternative reconstructions using optimality criteria and algorithms or heuristics with explicit evolutionary models, (2) extensive testing of methods on large sets of simulated phylogenies, and (3) parametric and nonparametric methods for assessing support for particular solutions—requires special methods that are, as yet, largely unavailable. Moreover, unlike tree reconstruction, numerous independently inherited sequences are required for...
confident reconstruction of networks, and these kinds of data sets are currently rare. Finally, although phylogenetic reconstruction using methods that only recover trees requires some accounting for a number of population genetic processes—especially when using biparentally inherited markers—reconstruction of a network of relationships requires explicit incorporation of the effects of population genetic processes because they can mimic network patterns and, therefore, interfere with obtaining an accurate estimate of the network. In this article, we will (1) discuss some of the special needs for network detection and reconstruction, including methods developed to date, (2) explain how population genetic processes can affect our ability to accurately infer phylogenetic relationships in trees and networks, and (3) suggest some research directions for addressing these issues so the network of plant life can be accurately inferred. Our focus will be on network reconstruction using DNA sequence data.

The nature of hybrid speciation—In hybrid speciation, two otherwise independent lineages recombine sexually to create a new species (Fig. 1, species X, Y, and B). Hybrid speciation occurs in at least two ways: allopolyploid speciation and diploid (homoploid) hybrid speciation. Allopolyploidy is hybrid speciation between two species resulting in a new species that has the complete diploid chromosome complement of both its parents. The parents need not have the same base chromosome number. Allopolyploidy generally results in instantaneous speciation because any backcrossing to the diploid parents produces a high proportion of unviable or sterile triploid offspring. Diploid hybrid speciation results from a normal sexual event in which each gamete has a haploid complement of the nuclear chromosomes from its parent, but gametes that form the zygote come from different species. Because hybrids must have partial fertility or viability for hybrid speciation to be successful, backcrossing to the parents is often possible. Therefore, it is thought that speciation also requires hybrids to be isolated from parental species by selection for life in a novel environment, as seen in the few cases of demonstrated diploid hybrid speciation (Rieseberg and Carney, 1998). Not surprisingly, the number of identified diploid hybrid species is much lower than the number of allopolyploid species. Autopolyploidy occurs when the normal genome of a single species is duplicated in its entirety to produce a triploid or tetraploid offspring. It is sometimes treated as a form of hybrid speciation, but when autopolyploid lineages are postzygotically iso-

lated from their parent, they are more properly considered a specialized form of normal (bifurcating) speciation because only one single parental species is involved in their production.

Patterns indicative of hybrid speciation—To understand how hybrid speciation might be detected and reconstructed using DNA sequence data, consider how a single nucleotide site evolves down a simple network (Fig. 1). Assume the nonhybrid taxa are normal diploid organisms, in which each chromosome consists of a pair of homologs. In a diploid hybridization event, the hybrid (e.g., species B) inherits one of two homologs from each chromosome from each of its two parents (X and Y). Because homologs assort at random into gametes, each has an equal probability of ending up in the hybrid. In polyploid hybridization, both homologs from both parents are contributed to the hybrid. Prior to the hybridization event, each nucleotide site on each homolog has evolved in a treelike fashion at the species level, even though meiotic and sexual recombination will have caused strings of nucleotides on a homolog to have different histories from other strings. Because each nucleotide site on each homolog has come from one of the two parents, at the level of individual nucleotides on a homolog, each nucleotide has evolved on one tree contained inside the species-level network representing the hybridization event. For example, in Fig. 1, a nucleotide inherited from the X parent of hybrid B will be part of the subtree in which species A and B are sister taxa, and a nucleotide inherited from the Y parent of the same hybrid will be part of the subtree in which species B and C are sister.

The critical insight is that even when species relationships are properly represented as a network, each nucleotide site evolves down one of the trees contained inside the network. In other words, at the lowest possible level of evolutionary change, the correct representation is a tree. Because sets of tightly linked nucleotides that have not been recombined will share a common evolutionary history, each parent of the hybridization event can potentially be inferred.

Three lines of evidence might be employed to detect and reconstruct hybrid speciation. First, in the absence of other processes that might produce topologically incongruent trees, detection of hybrid speciation could be as simple as looking for sets of incongruent trees from separate data analyses on independent data sets, each representing a different parent of the hybridization (Maddison, 1997; Nakhleh et al., 2004). In theory, reconstruction of each hybrid speciation event could be accomplished accurately with just one marker or a small set of biparentally inherited markers that evolve at the appropriate rate. In reality, the number of biparentally inherited markers will have to be larger to distinguish incongruence due to hybrid speciation from incongruence due to population genetic and stochastic processes, which we discuss later in this article. The second way to detect hybridization would be to combine DNA sequences from multiple independent loci into a single analysis and look for phylogenetic signals that indicate a set of two or more histories, for example, by doing splits decomposition (Bandelt and Dress, 1992; Huson, 1998; Bryant and Moulton, 2002). As with the incongruence approach, this could work well in the absence of confounding processes. A third approach would involve searching for associations among genetically linked markers, i.e., linkage disequilibrium. The expectation is that tightly linked markers in a hybrid species are significantly more likely to come from the same parent and therefore to display linkage disequilibrium. Linkage dis-
equilibrium is often employed to detect contemporary hybridization events, but it also has provided perhaps the most convincing evidence for ancient hybridization events as well. For example, Doebley et al. (1984) found that an individual of *Zea diploperennis* had two allozymes that were common in maize. Because the two allozyme loci were tightly linked on chromosome six, their presence most likely was the result of introgression from maize rather than lineage segregation. Likewise, Rieseberg et al. (1996, 2003) showed that the genomes of hybrid sunflower species, which originated more than 63 000 years ago, contain blocks of linked markers (i.e., chromosomal segments) from both parental species. Hybrid speciation is the only plausible explanation for this pattern. Clearly, the linkage disequilibrium approach would be most powerful if employed in combination with phylogenetic incongruence. Under the assumption of hybrid (recombinational) speciation (Müntzing, 1930), separate phylogenetic reconstructions of individual DNA regions or loci that are part of a tightly linked set of loci should have the topology of only one side of the hybridization. These reconstructions would be topologically incongruent with reconstructions based upon clusters of regions or loci from the other parent of the hybridization.

**Early phylogenetic studies of hybrid speciation**—Although the problem of hybridization was mostly ignored in early phylogenetic studies, several approaches were suggested for the treatment of hybrids. Most frequently, it was proposed that hybrids be detected by other biosystematic tools and then excluded from phylogenetic study (e.g., Wagner, 1983). The other common suggestion was for inclusion of all taxa in initial phylogenetic analyses, followed by searches for phylogenetic signatures of hybridization such as character conflict and polytomies (e.g., Funk, 1985). Unfortunately, analyses of the placement of known hybrids in phylogenetic trees failed to reveal predictable hybrid phylogenetic patterns, at least for morphological features, leading McDade (1992) to predict that phylogenetic approaches were unlikely to be an effective tool for detecting hybrids.

On the other hand, early molecular phylogenetic studies were more successful at detecting the footprints of hybridization. The first studies comparing biparental nuclear and uniparental plastid phylogenies revealed discrepancies that were interpreted to result from hybridization (Palmer et al., 1983, 1985), and just a few years later, Rieseberg and Soltis (1991) were able to compile 36 such examples. Although these early studies were perhaps too quick to attribute patterns of phylogenetic incongruence to hybridization, it was clear that phylogenetic incongruence offered a powerful means for detecting past hybridization. More recent reviews have updated the list of known examples of phylogenetic incongruence (Rieseberg, 1996; Arnold, 1997) and hybrid speciation (Rieseberg, 1997). Others have discussed population genetic processes that could produce similar patterns (e.g., Wendel and Doyle, 1998) or offered simple computer programs for detecting hybrids in phylogenetic trees (Rieseberg and Morefield, 1995). Most of this work focused on detecting introgressive hybridization or diploid hybrid speciation because detecting hybrid speciation was considered trivial when ploidy changed (Rieseberg, 1997).

However, because autopolyploids also undergo changes of ploidy the mere presence of polyploidy is insufficient for inferring hybrid speciation. In addition, if a clade includes multiple polyploid species with the same or similar numbers of chromosomes, looking for changes in ploidy cannot determine whether there has been only one hybrid speciation event followed by bifurcating speciation of the initial polyploid or several independent polyploidization events.

**Mathematical models of hybrid speciation**—Mathematicians refer to the network depicted in Fig. 1 as a directed acyclic graph (DAG). It is directed because the tree is rooted, and so time (and information) flows through it in a directed way; it is acyclic because the flow of time and information never turns back on itself to trace through any node more than once. Hence, even though the graphical representation of the hybrid speciation event might appear to be a cycle, technically it is not. Strimmer et al. (2001) developed a model for applying maximum likelihood to directed splits graphs; however, splits graphs are representations of possible incompatibilities in sequence data sets and not phylogenetic networks. Hallett and Lagergren (2001) used a set of simplifying assumptions to create DAGs that were more biologically realistic than splits graphs and created a method for inferring lateral gene transfer events when one is attempting to reconcile gene trees and species trees. Linder et al. (2003) proposed a model of phylogenetic networks that is based on DAGs to describe the topology of phylogenetic networks, adding a set of (mostly simpler) conditions to ensure that resulting DAGs reflect the properties of biological reticulation.

For Linder et al. (2003), a phylogenetic network is a rooted DAG in which the internal nodes are partitioned into tree nodes and network nodes. A tree node has one ancestral branch and two or more descendant branches (allowing for polytomies). A network node has two ancestral branches and only one descendant branch. Similarly, branches are partitioned into tree branches and network branches. A tree branch has a tree node at its younger end, and a network branch has a network node at its younger end. Tree branches are directed from the root of the network towards the tips, and the network branches are directed from their tree-node endpoint towards their network-node endpoint. Visually, in Fig. 1, tree branches are angled or vertical, and network branches are horizontal. DNA sequences are assumed to evolve only on the tree branches, although a small amount of change could theoretically occur on the network branches (i.e., a mutation could occur during the evolutionarily instantaneous time it takes for an interspecific sexual event to occur). Because hybrid speciation requires a pair of species to sexually recombine, network branches must occur at the same instant in time and originate from concurrent tree branches.

As with phylogenetic tree inference, the design and analysis of methods for detection and reconstruction of phylogenetic networks have several components: (1) software for simulation studies that can generate model networks and evolve DNA sequences down the networks (so inferred networks using detection and reconstruction methods can be compared to model networks for accuracy), (2) algorithms and software for reconstructing phylogenetic networks, and (3) methods for assessing support for a particular reconstruction. Whereas the phylogenetics community has produced many tree simulation tools and reconstruction and support methods—many of which are good—much still needs to be done with respect to network evolution.

Software tools for generating random phylogenetic networks and simulating sequence evolution down phylogenetic networks have been developed for hybrid speciation (Nakhleh et al., 2003). These tools are adaptations and extensions of
Table 1. The set of tripartitions induced by each internal branch in the example network in Fig. 1.

<table>
<thead>
<tr>
<th>Branch</th>
<th>Tripartition</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>{A,B,C,D}; {1}; {E,F}</td>
</tr>
<tr>
<td>2</td>
<td>{A}; {B}; {C,D,E,F}</td>
</tr>
<tr>
<td>3</td>
<td>{C,D}; {A}; {E,F}</td>
</tr>
<tr>
<td>4</td>
<td>{C}; {B}; {A,D,E,F}</td>
</tr>
<tr>
<td>5</td>
<td>{1}; {B}; {A,C,D,E,F}</td>
</tr>
<tr>
<td>6</td>
<td>{C}; {B}; {A,D,E,F}</td>
</tr>
<tr>
<td>7</td>
<td>{E,F}; {1}; {A,B,C,D}</td>
</tr>
</tbody>
</table>

those used for the simulation of tree evolution (Rambaut and Grassly, 1997). When hybrid speciation events occur in the simulator, parents of the event are determined by the set of species that have the appropriate level(s) of ploidy and a probability function determined by the genetic distances among the possible parents available at the time of the hybrid speciation event. The choice of genetic distance as the determinant of the probability of hybrid speciation was chosen because it is generally true that more genetically distant species are less likely to successfully hybridize. However, not enough is currently known about the genetics of hybridization to include more detailed options for what determines the probability of successful hybridization.

Performance studies that assess network reconstruction methods need to be able to measure the error (distance) between the phylogeny of a group and the estimate of it. For such a measure to be a metric, it must be symmetric (count the same number of false positives—branches in the reconstruction that are not in the model—and false negatives—branches that are in the model but not the reconstruction) and be zero only when the phylogeny and its estimate are the same. Ideally, a network metric would reduce to an appropriate tree measure for cases in which there is no hybrid speciation, i.e., the metric should handle trees as a degenerate form of network, not a separate class of graphs that require independent measures. Error metrics are commonplace for trees, with the most common being the Robinson–Foulds (R-F) distance (Robinson and Foulds, 1981). The R-F measure tallies the number of bipartitions (the pair of sets of species produced by removing an internal branch on a tree) that appear in the true tree but not in the reconstructed tree (false negatives) and the number of bipartitions that appear in the reconstructed tree but not the model tree (false positives). These numbers are then standardized according to the number of internal branches in the tree so that the metric varies between 0 and 1. The full set of bipartitions is produced by systematically removing each of the internal branches in turn and comparing the taxa that appear in each bipartition produced by branch removal. Identical model and reconstructed trees have an R-F measure of 0.

Linder et al. (2003) developed an extension of the Robinson–Foulds measure that meets the criteria of a metric and that reduces to the standard R-F distance when the reconstruction is a tree. Whereas the R-F metric breaks model and reconstructed trees into their full sets of bipartitions, the network metric is based on a tripartition (Fig. 1, Table 1). When an internal branch is removed from either the model or reconstructed network, the taxa are partitioned according to the following rules. Taxa below the removed branch, i.e., that are later in time than the younger node of the removed branch and that can only be reached by that branch, go in the first partition. Taxa below the removed branch that can be reached via that branch but also by another branch that is not below the removed branch go in the second partition. Finally, any taxa that are not below the removed branch go in the third partition. For example, removal of branch 2 in Fig. 1 causes species A to go in the first partition because it can only be reached below branch 2. (It is important to remember that information only flows in one direction on the network, so it is not possible to reach A via branches 5 and 6.) Species B goes into the second partition because it is below branch 2 but is also reachable via branch 6, and the remaining species are not below branch 2. In general, taxa that can only be reached by a single path, no matter which branch is removed, evolved on a tree within the network and will only appear in the first and third partitions. They form the standard bipartition sets that would be formed under R-F. This characteristic is what causes the tripartition metric to be equivalent to R-F when the network is a tree and allows alternative tree and network reconstructions to be directly compared on the same scale. Any taxa that appear in the second partition are hybrids and will only appear when there are network events. Model and reconstructed networks that are identical will have measures of 0, just like R-F.

Methods for detecting and reconstructing phylogenetic networks—Of the three possibilities for detecting and reconstructing hybrid speciation, only the incongruence and the combined data approaches have been developed into formal methods, but both are at early stages of development. Because none of these methods has been well studied in simulation studies, we do not yet know how well they perform or the degree to which any of these approaches will generally infer networks. Our discussion of the current network reconstruction methods is, therefore, brief.

A small number of methods attempt to both detect and reconstruct hybrid speciation events using combined data (Sattath and Tversky, 1977; Huson, 1998; Bandelt et al., 1999; Xu, 2000; Bryant and Moulton, 2002), i.e., data from multiple, independent genes or DNA regions, but none are entirely satisfactory, especially at reconstruction. In general, the methods produce an unacceptable number of false positives. The problems most likely arise because combined data are used and because the methods lack sufficient biological rationale.

Within combined data approaches, three general methods have been proposed. The first approach builds a tree and then adds network branches to turn it into a network, using a greedy approach to optimize some cost criteria (Clement et al., 2000; Makarenkov, 2001; Addario-Berry et al., 2003; Makarenkov and Legendre, 2004). The second approach builds many trees (sometimes using different subsets of the data) and attempts to reconcile them. If reconciliation fails, conflict might be explained by a reticulation event. This is the basic idea behind median networks (Bandelt et al., 1995, 1999, 2000), as well as the molecular-variance parsimony approach (Excoffier et al., 1992). Finally, incompatibilities in the data are characterized in advance of any reconstruction (for example, by looking for non-additivity in a distance matrix) to provide a collection of possible resolutions through reticulation. The researcher is left to choose which resolution is preferable. This approach is used in the splits-based methods (Bandelt and Dress, 1992; Huson, 1998; Huber et al., 2001; Bryant and Moulton, 2002). Splits-based methods do not build or even propose a specific network, but present all consistent choices, a potential problem when the number of choices is large.

Reconstruction methods based on phylogenetic incongru-
ence are only in the earliest stages of development, but they appear promising. Nakhleh et al. (2004) have developed an algorithm (SpNet) that is efficient at detecting and reconstructing hybrid speciation events under the special condition that the network is “galled,” that is, when each hybrid speciation event is evolutionarily independent from all the other hybrid speciation events in the network. In addition, simulation studies have shown that, in the presence of the sort of stochastic noise that is expected in DNA sequences, SpNet has a significantly lower false positive rate than NeighborNet (Bryant and Moulton, 2002), a combined data approach. It remains for incongruence approaches to be expanded to phylogenetic networks that include hybrids that are themselves parents in later hybrid speciation events.

Confounding population genetic processes—Were it not for population genetic events and systematic and stochastic variation in the evolutionary rates of DNA sequences, distinguishing between tree and network reconstructions would be computationally expensive, but nonetheless achievable. With long enough DNA sequences, reasonably short inferred branches, and sufficient computational power, networks would be detectable and in some cases readily reconstructable. Unfortunately, evolutionary histories are reticulate at levels below species and can give the appearance of being reticulate at the level of species even when they are not. Reticulation often occurs at the levels of chromosomes and genomes as well as species, which can mislead inference of hybrid speciation in both separate and combined data analyses. These other levels of reticulation can mimic patterns expected under hybrid speciation even when the underlying phylogeny is a tree. In addition, lineage sorting—the stochastic sorting of alleles following divergence from a polymorphic ancestor—as well as independent gene duplication and random loss in multiple genes can produce incongruent tree reconstructions that could be interpreted as hybrid speciation. (See Rokas et al., 2003 for a discussion of these issues.)

Multiple alleles and gene duplication—For recently diverged species, coalescence of alleles at a single locus may predate speciation. This is particularly common for nuclear genes, for which effective population sizes are double (for hermaphrodites) or quadruple (for species with separate sexes) that of organellar genes. As a consequence, relationships among allelic lineages in a set of species (i.e., the gene tree) may reflect stochastic sorting processes rather than species relationships. This produces the classic gene tree/species tree problem—whether the gene tree accurately reflects the species tree, which is the object of phylogenetic reconstruction. If alleles for different genes assort differently during speciation (which is likely), then incongruent trees will be reconstructed, which is exactly the same pattern used to identify hybrid speciation events.

The possibility for misinterpretation increases if the genes being analyzed are duplicated because researchers must distinguish between orthologous and paralogous sequences as well as lineage sorting among alleles for each gene. Orthologous sequences are those that have evolved from a single most recent common ancestor (MRCA) at the root of a clade, whereas paralogous sequences result from gene duplications that evolved prior to the MRCA of the clade (or any subclades within the clade that is to be reconstructed) (Fig. 2a). Because duplicated genes are subject to random loss in different species—via random production of pseudogenes—duplicated genes are subject to the gene tree/species tree problem in much the same manner as lineage sorting of alleles at a locus. Gene trees that are accurately reconstructed from the same alleles in a single ortholog will be identical to the species trees as long as coalescence times postdate speciation (Fig. 2b), but it is not always possible to be certain that all of the gene sequences used for phylogenetic reconstruction are orthologous. When paralogs are mistakenly used for reconstructing the gene tree, the “species tree” inferred will usually be incorrect. The one case in which paralogs will not affect species tree inference is when the duplication events are within the terminal branches.

Fig. 2. An example of the gene tree/species tree problem. The species phylogeny is represented by black lines. The gene trees are represented by colored lines. (a) Prior to the root of the ABC clade, a gene (G1, in red) is either duplicated or mutates to produce a new allele (G2, in blue). Both versions of G are inherited at the two speciation events, but G1 is lost in the lineages leading to species A and B, and G2 is lost in the lineage leading to species C. The tree that would be reconstructed from the paralogous versions of G would incorrectly indicate that species A is the sister species of B. (b) A second gene (F) from the ABC clade where only F2 is lost. Using the F1 orthologs produces the correct set of species relationships. Note that the two genes produce incongruent trees, which indicates the possibility that B is a hybrid of A and C.
When the origin of paralogous copies is within an internal branch, lineage sorting, inadequate sampling of the alleles of a gene, or confusing which gene duplicate is used for reconstruction can produce incorrect phylogenetic inferences. If all of the orthologs are present in the extant taxa from which the DNA sequences are taken, then the use of paralogs in tree reconstruction can be ameliorated by more extensive sampling of the species. However, a number of population genetic processes can cause orthologs to be randomly or systematically lost in some species: genetic drift and population bottlenecks (random) and natural selection (systematic). Thus, when a species lacks a particular ortholog, it is possible to use a paralog without being aware of it. Under these circumstances, an incorrect phylogenetic inference can be strongly supported by the data (high nonparametric bootstrap values under parsimony, distance, or ML methods or high posterior probabilities under Bayesian methods). Separate reconstructions that use two or more genes with different lineage sorting events can give the appearance of well-supported incongruent phylogenetic hypotheses and possibly lead to incorrect inference of reticulation events. Determining whether DNA sequences are orthologous in distantly related species is a current topic of research. Many papers discuss and provide algorithms for the gene tree/species tree problem, as well as some of its related problems, such as distinguishing orthologs from paralogs (see Maddison, 1997; Page and Charleston, 1997a, b; Eulenstein et al., 1998; Ma et al., 1998; Pamilo and Nei, 1988; Stege, 1999; Arvestad et al., 2003; Rokas et al., 2003).

Recombination—Meiotic recombination occurs in every sexual generation, causing individual nuclear chromosomes to contain two or more evolutionary histories. Over many generations, meiotic recombination may lead to chromatids that are complex mosaics of many evolutionary histories. Contiguous strings of nucleotides on a chromosome that share a single evolutionary history are referred to as haplotype blocks (Wang et al., 2002).

Sexual recombination commonly acts at the population level and recombines the evolutionary histories of genomes. Each parent contributes half of its original nuclear genome—one sister chromatid from each chromosome—and each of these chromosomes have themselves undergone meiotic recombination during the process of producing gametes. Because different parts of each parent’s contribution to the genome of the next generation may have a different evolutionary history from that of the other parent’s contribution, sexual recombination is a form of population-level reticulation. Organellar genomes (mitochondria and plastids) are haploid and usually inherited uniparentally, so they do not usually undergo sexual or meiotic recombination.

Sexual and meiotic recombination can cause at least two types of problems for detecting and reconstructing hybrid speciation. First, recombination coupled with drift and selection can cause different lineages to inherit different alleles at particular loci. The net effect of this is the same as lineage sorting, leading to incongruence among reconstructions of different loci. Second, errors in reconstruction could be generated by running analyses under the assumption that individual sequences represent a single evolutionary history when, in fact, they are recombinations of multiple histories.

Detecting recombination is a major topic of study in population genetics, with a commensurate number of publications. Studies of specific systems abound—any literature search using the keyword “recombination” will immediately bring up hundreds of references. Mostly, such recombinations are meiotic in nature. In phylogenetic work, detecting recombination (from a variety of sources) is at the heart of many approaches to the reconstruction of ancestral genomes or lines of descent (Hein, 1990, 1993; Griffiths and Marjoram, 1996; Smith and Smith, 1998; Holmes et al., 1999; McGuire et al., 2000; Strimmer et al., 2001; Wif et al., 2001; Worobey, 2001; McVean et al., 2002). Posada and Crandall (2001) have studied the accuracy of methods for detecting recombination from a collection of DNA sequences; their papers contain a wealth of references.

Detecting the presence of recombination is only the first step in assessing the evolutionary history of a DNA region. Characterizing recombinations that did take place is the goal. An intermediate goal along this path is to determine which recombination events might have taken place, as is done in many studies and implemented in several programs (Huynen, 1998; Makarenkov, 2001; Bryant and Moulton, 2002; Zhang et al., 2002; Addario-Berry et al., 2003; Wall and Pritchard, 2003; Zhang and Jin, 2003). Some of these programs also attempt to determine the number of recombination events. Overall, the goal is to produce one or more recombination networks that optimize some criterion (perhaps a generalization of a criterion used in tree reconstruction, such as minimum evolution, parsimony, or maximum likelihood). None of the existing programs yet achieve this final goal, and none attempt to analyze meiotic recombination and hybrid speciation simultaneously.

Suggestions for future work—Phylogenetic network detection and reconstruction methods are at an early stage of development. Nonetheless, certain recommendations can be made for how to distinguish true hybrid speciation events from population genetic “noise.”

Distinguishing incongruent trees produced by population genetic processes from true hybrid speciation can be approached on the principle that all of the population genetic forces should usually produce random sets of incongruent trees, whereas hybrid speciation events should produce sets of incongruent trees that occur more often than would be expected by chance. At the species level, lineage sorting and recombination should both create gains and losses of gene lineages in extant taxa that have no particular relationship to the species network. The predictions become even more powerful if the linkage relationships among the sequenced genes are also considered (Huyen and Bork, 1998). With hybrid speciation, topological congruence should be greater among tightly linked than unlinked genes, but no association between linkage and topology is expected under divergent models of evolution. These approaches to network reconstruction will require both computational advances and practical advances in available markers.

Computationally, network generation tools will need to be extended to explicitly include lineage sorting and recombination, singly and in combination. This will allow researchers to simulate different levels (rates) of these population-level processes and then systematically assess their effects on the ability of current and future methods to correctly infer hybrid speciation events. It will be important to determine how these processes affect reconstruction when (1) the number of hybrid speciation events varies, (2) the number of taxa in the network varies, (3) the depth of the hybrid speciation events vary, (4) the complexity of the network varies, that is, when the types
of ploidy are more or less constrained and the hybrid speciation events are more or less independent from one another, (5) the number of independent DNA sequences used for reconstruction varies, and (6) the linkage relationships among markers varies. For example, it is to be expected that as the number of hybrid speciation events increases, a larger number of independent DNA regions will be needed to reliably detect and reconstruct hybrid speciation. However, at this point, nothing is known about the rate at which the number of regions needed will increase under different population genetic conditions.

Empirically, a significant effort is needed to develop a relatively large set of DNA regions that can be used for network reconstruction. Because mitochondria and plastids are primarily nonrecombining and uniparentally inherited, they cannot be used for multiple independent regions. Some labs have begun to use multiple single copy nuclear regions in phylogenetic reconstruction (Cronn et al., 2002; Mathews et al., 2002), but there has not been a concerted effort to develop “universal” or nearly universal single copy nuclear regions for green plants. A much larger number of nuclear regions needs to be developed. Ideal regions will be single copy (to increase the chance that orthology will be preserved) and will span a wide range of evolutionary rates so that different levels of the network can be reconstructed. There may, however, be a limit below which it will be virtually impossible to produce accurate network reconstruction because recombination will have so thoroughly mixed the evolutionary history of nuclear chromosomes that the size of haplotype blocks will be too short to provide enough informative variation. It may be possible to get around this problem to some extent by choosing regions that have low rates of recombination—centromeric and telomeric regions, for example—for deeper levels of reconstruction and reserve areas with higher rates of recombination for shallower levels. Studies need to be conducted to determine how many DNA regions are needed to make the distinctions at different levels of statistical confidence and at different levels in the network.

Developing a set of DNA regions for routine sequencing is a large undertaking, but one that is technologically feasible by using at least two approaches. The first approach takes advantage of complete plant genome sequences to discover single copy regions, highly conserved regions, and linkage relationships. For example, one could compare the rice and Arabidopsis genomes to find regions that are single copy and tightly linked in both and that are sufficiently conserved to serve as PCR primers. Clearly, this approach is not without its problems. It is computationally difficult, and, biologically, there is no guarantee that what is single copy, well conserved, and linked between rice and Arabidopsis will be true throughout all plants (Lynch, 2002). However, as more plant genomes become available, it will be possible to more reliably assess whether a region or gene has desirable characteristics.

An alternative approach to whole genome comparisons would be to use data from the many expressed sequence tag (EST) projects for plants to find conserved regions and primers or compare whole genome sequences with EST libraries (Fulton et al., 2002). These approaches would provide a much larger set of species from which primer conservation could be ascertained, but they would not always readily lend themselves to determination of other important parameters: (1) whether conserved genes are broadly single copy, (2) the physical distance between primer pairs, (3) whether primers span an intronic region that would be useful for lower level reconstruction, and (4) linkage relationships among ESTs. Nonetheless, with sufficient effort, the best possible set of regions for network reconstruction will eventually emerge.

**Summary**—Because of their high level of hybrid speciation, plants present novel problems in phylogenetic reconstruction. Although biologically based and validated methods for network reconstruction are under development, only a limited set of reticulations can be correctly inferred at this time. In addition, the population genetic processes of meiotic and sexual recombination as well as lineage sorting can masquerade as hybrid speciation when only a small number of DNA regions are used to attempt reconstruction of hybrid speciation events. We have suggested that one of the most fruitful ways to reliably distinguish them is by using multiple independent DNA regions, particularly if linkage relationships are known. Parametric and nonparametric bootstrap methods need to be extended to network reconstruction to provide confidence assessments for different resolutions of data sets. Work also needs to be undertaken to provide a much larger set of DNA regions for network reconstruction. We conjecture that successful approaches in phylogenetic networks will combine population genetics and phylogenetics and will lead to interesting questions in many technical areas, including statistical inference, molecular phylogenetics, and computer science.

**LITERATURE CITED**


